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Chapter 3: Muon to Electron Conversion
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[bookmark: _Toc165011066]Physics Motivation
Before the discovery of neutrino oscillations, it was generally understood that lepton flavor changing processes were forbidden in the Standard Model (SM) and that the lepton flavor numbers Le, L and L were conserved.  This is because neutrinos were taken to be massless, which trivially allows one to diagonalize the mass matrices for the charged leptons and neutrinos simultaneously. However, after the discovery of neutrino oscillations, we knew that mixing among the lepton families occurs, giving rise to lepton flavor violating (LFV) processes. This will also be generically true for any model that includes a mechanism for generating neutrino masses.  The rate at which LFV processes occur in the neutrino sector is constrained by the measured neutrino mixing parameters, but the rate at which charged lepton flavor violating (CLFV) occur is model dependent and can vary over many orders of magnitude. For example, in the minimal extension to the SM where neutrino mass is generated by introducing three right-handed SU(2) singlet fields and three new Yukawa couplings, the CLFV process − N e− N can only occur through loop diagrams whose amplitudes are proportional to (m2ij / M2w)2 where m2ij is the mass-squared difference between the ith and jth neutrino mass eigenstates. Because the neutrino mass differences are so small relative to Mw the rates of CLFV decays in the modified SM are effectively zero (e.g. < 10−50 for both + e+ and − N e− N).  On the other hand, many New Physics (NP) models predict significant enhancements to CLFV rates and to the − N e− N process in particular. Many well-motivated physics models predict rates for CLFV processes that are within a few orders of magnitude of the current experimental bounds. These include the MSSM with right-handed neutrinos, SUSY with R-parity violation; models with leptoquarks, new gauge bosons, large extra-dimensions and a non-minimal Higgs sector [1]. The Mu2e experiment, with a single-event sensitivity of a few 10–17 for the ratio of − N e− N conversions to conventional muon captures, will have excellent discovery potential over a wide range of new physics models and could prove to be a powerful discriminant.
[bookmark: _Toc165011067]Charged Lepton Flavor Violation
There is an active global program to search for CLFV processes using rare decays of muons, taus, kaons, and B-mesons. The ratio of rates among various CLFV processes is model dependent and varies widely depending on the underlying physics responsible. Thus, it is important to pursue experiments sensitive to different processes in order to elucidate the mechanism responsible for CLFV effects. The most stringent limits come from the muon sector because of the relative “ease” with which an intense source of muons can be produced.  Three rare muon processes stand out: + e+ , + e+e+e− and − N e− N.  Searches for these processes have yielded null results and set upper limits on the corresponding rates. The experimental limits (all at 90% CL) on the  branching ratios are: for B(+ e+ < 2.4  10−12 ([5]), B(+ e+e+e−)< 1.0  10−12 [3], and Re(Ti) (e conversion on gold) < 7  10−13 [19]. In this decade significant improvement is possible on all three modes  

[bookmark: _Ref151193423][bookmark: _Toc164937028][image: ]The MEG experiment [5], operating at PSI, has already reached 2.4  10−12 and hopes to achieve ≥ 10−13 for the + e+branching ratio, while the proposed COMET [6] experiment at JPARC and Mu2e at Fermilab will each reach sensitivities of 10−16 – 10−17 on Re(Al). It is important to note that these two processes have complementary sensitivity to new physics effects and the results from both are helpful in order to untangle the underlying physics.  To illustrate this one can estimate the sensitivity of a given CLFV process in a model independent manner by adding lepton-flavor-violating effective operators to the Standard Model Lagrangian where  is the mass scale of new physics and  is an arbitrary parameter controlling the relative contribution of the two terms [7].  Most new physics contributions are accounted for in these two classes of effective operators.  If << 1, the first term, a dimension five magnetic-moment-type operator, is dominant.  If >> 1, the second term, a four-fermion interaction-type operator, is dominant. Simply put, the first term arises from loops with an emitted photon.  If the photon is real, one observes + e .  The second term includes contact terms and a variety of other processes not resulting in a photon.  Therefore, the − N e− N and + e+e+e− processes are sensitive to new physics regardless of the relative contributions of the first and second terms. The new physics scale, , to which these two processes are sensitive as a function of  is shown in Figure 3.1. The projected sensitivity of the MEG experiment will probe  values up to 2000 - 4000 TeV for << 1 scenarios, while having little sensitivity for the case that >> 1. The projected sensitivity of the Mu2e experiment will probe  values from 3000 to over 10000 TeV over all values of .  It should be noted that these effective operators provide a good description of most of the new physics scenarios in which large CLFV effects might appear in + e+and − N e− N, and the conclusions regarding relative sensitivity are generically true. As demonstrated by Figure 3.1, a Mu2e experiment sensitive to rates in the range of 10–16 – 10–17 is interesting and important in all MEG scenarios. If MEG observes a signal, then Mu2e should also, and the ratio of measured rates can be used to simultaneously constrain  and (limiting which types of new physics models remain viable).  On the other hand, a null result from MEG does not preclude a Mu2e discovery since the new physics may be dominated by interactions to which the + e process is blind. An example of the complementary nature of these two processes in the context of a specific model is provided in Figure 3.2, which depicts a scan of the parameter space of a Littlest Higgs Model with T-parity [8].  The different colored points refer to different choices for the structure of the mirror-lepton mixing matrix that gives rise to the CLFV effects.  The combination of results from MEG and Mu2e would severely constrain the allowed parameter space of this model and could distinguish between the Littlest Higgs Model and the Minimal Supersymmetric models in a transparent way, as the correlations between the two CLFV processes are significantly different in the two models.  Several [image: ::Screen shot 2012-05-01 at 12.15.41 PM   May 1.png]other specific examples are discussed in Ref. [1].
Figure 3.1. The sensitivity to the scale of new physics, , as a function of , for a muon to electron conversion experiment with a sensitivity of 10−16 – 10−17 is compared to that for a muon-to-electron-gamma experiment with a sensitivity of 10−12 – 10−13.  See the text for a definition of  The excluded region of parameter space, based on current experimental limits, is shaded.
[bookmark: _Ref151193663][bookmark: _Toc164937029][image: Screen shot 2010-12-03 at 3.12.34 PM   Dec 3.png]Figure 3.2. The predicted rate of muon to electron conversion in titanium is compared to the predicted branching ratio for  e in the context of the Littlest Higgs model with T-parity [8].  The red points assume that a PMNS-like matrix describes the mixing matrix of the mirror leptons, while the green points assume that a CKM-like Matrix describes the mixing.  The blue points are a general scan of the parameters of the mirror lepton mixing matrix.  The shaded region is the parameter space not excluded by current CLFV results in conversion experiments.
[bookmark: _Toc165011068]Charged Lepton Flavor Violation in the LHC Era
By the time the next generation of CLFV experiments reach their target sensitivities, the LHC experiments are expected to have analyzed many fb-1 of data collected at center-of-mass energies of 7 TeV or higher, thus exploring physics at the TeV scale.  The HEP community is anxious to learn whether the LHC data reveals the new phenomena predicted by many new physics models. The importance and impact of pursuing next generation CLFV experiments is independent of what the LHC data might reveal over the next several years.  As discussed in the previous sections, these and other ultra-rare processes probe new physics scales that are orders of magnitude beyond the direct reach of the LHC, and thus may offer the only evidence of new physics phenomena should it lie at mass scales significantly above the TeV range. A more optimistic scenario would assume new physics discoveries at the LHC do occur and ask to what degree do measurements of CLFV processes complement the LHC experiments? The LHC experiments do not, aside from specially-tuned cases, have sensitivities to CLFV processes that approach that of next-generation + e+and − N e− N experiments. Thus, Mu2e probes the underlying physics in a unique manner with a sensitivity that is significantly better than any other CFLV process can hope to accomplish on a similar timescale.  Moreover, many of the new physics scenarios for which the LHC has discovery potential predict rates for − N e− N in the discovery range for Mu2e (i.e. larger than 10−16).  Figure 3.2 shows an example in the context of a specific new physics model where the parameter space corresponds to those scenarios in which the LHC would discover new phenomena.  As discussed above, this is a Littlest Higgs with T-parity model and it is clear that the information provided by the CFLV measurements would help pin down the viable parameter space.  Another example is given in  Figure 3.3, which shows the predicted − N e− N rate in titanium as a function of the universal gaugino mass at the GUT scale, M1/2, in the context of an SO(10) SUSY GUT model [9].  The SUSY parameter space is explored for those scenarios for which the LHC has discovery sensitivity and the different color points correspond to different assumptions about the neutrino Yukawa couplings. Again, a measurement of the −N e−N rate would significantly restrict the viable parameter space in a manner that the LHC experiments are unable to do.  We have only examined two specific models here but the results are representative of the power of muon-to-electron conversion. It is generally understood that an experiment sensitive to −N e−N rates at the level of 10−16 to 10−17 would have discovery potential that overlaps the parameter space to which the LHC is sensitive and would help constrain that parameter space in a manner complementary to what the LHC experiments can accomplish on their own [1][9].
 Signal and Backgrounds for Muon Conversion Experiments
 The conversion of a muon to an electron in the field of a nucleus is coherent: the muon recoils off the entire nucleus and the kinematics are those of two-body decay.  The mass of a nucleus is large compared to the electron mass so the recoil terms are small. A conversion electron is therefore monoenergetic with energy slightly less than the muon rest mass (more detail is given below).  The muon energy of 105.6 MeV is well above the maximum energy of the electron from muon decay (given by the Michel spectrum) at 52.8 MeV; hence, the vast majority of muon decays do not contribute background, subject to an important qualification discussed below. This distinctive signature has several experimental advantages including the near-absence of background from accidentals and the suppression of background electrons near the conversion energy from muon decays.

When a negatively charged muon stops in a target it rapidly cascades down to the 1S state [41]. Capture, decay or conversion of the muon takes place with a mean lifetime that has been measured in various materials and ranges from less than ~100 ns (high-Z nuclei) to over 2 s (low-Z nuclei) [10].  Neutrinoless conversion of a muon will produce an electron with an energy that is slightly less than the rest mass of the muon and depends on the target nucleus:

Ee = mc2 – B(Z) – C(A),

[image: ::Screen shot 2012-05-17 at 11.01.37 AM   May 17.png]where Z and A are the number of protons and nucleons in the nucleus, B is the atomic binding energy of the muon and C(A) is the nuclear recoil energy.  In the case of muonic aluminum, the energy of the conversion electron is 104.97 MeV and the muon lifetime is 864 ns [10].  An electron of this energy signals the conversion. 
[bookmark: _Ref151193830][bookmark: _Toc164937030][bookmark: _Ref156364658][bookmark: _Ref156364670][bookmark: _Toc165011069] Figure 3.3. The predicted rate for muon-to-electron conversion in titanium for various scenarios in the context of the SUSY GUT model described in [9]. The SUSY parameter space explored corresponds to that for which the LHC has discovery sensitivity. The different colored points correspond to different assumptions about the neutrino Yukawa couplings. The horizontal lines represent the current limit [4] and the projected sensitivity of Mu2e.
At the proposed Mu2e sensitivity there are a number of processes that can mimic a muon-to-electron conversion signal.  Controlling these potential backgrounds drives the overall design of Mu2e. These backgrounds result principally from five sources:
 
1. Intrinsic processes that scale with beam intensity; these include muon decay-in-orbit (DIO) and radiative muon capture (RMC). 
2. Processes that are delayed because of particles that spiral slowly down the muon beam line, such as antiprotons.
3. Prompt processes where the detected electron is nearly coincident in time with the arrival of a beam particle at the muon stopping target (e.g. radiative pion capture, RPC).
4. Electrons or muons that are initiated by cosmic rays.
5. Events that result from reconstruction errors induced by additional activity in the detector from conventional processes. 

A free muon decays according to the Michel spectrum with a peak probability at the maximum energy at about half the muon rest energy (52.8 MeV) and far from the 105 MeV conversion electron energy.  If the muon is bound in atomic orbit, the outgoing electron can exchange momentum with the nucleus, resulting in an electron with energy (ignoring the neutrino mass) equal to that of a conversion electron, however with very small probability. At the kinematic limit of the bound decay, the two neutrinos carry away no momentum and the electron recoils against the nucleus, simulating the two-body final state of muon to electron conversion.  The differential energy spectrum of electrons from muon decay-in-orbit falls rapidly near the endpoint, approximately as (Eendpoint - Ee)5.  The spectrum of electron energies that results from muon decays in orbit in aluminum, our target of choice, is illustrated in Figure 3.4 where the most prominent feature is the Michel peak. As described above, the nuclear recoil slightly distorts the Michel peak and gives rise to a small tail that extends out to the conversion energy.  Because of the rapid decrease in the DIO rate as the electron energy approaches the endpoint, the background can be suppressed through adequate resolution on the electron momentum. To reduce the DIO background, the central part of the energy resolution function must be narrow and high energy tails must be suppressed.  This depends on the intrinsic resolution of the tracker detector as well as the amount of material traversed by conversion electrons. 

To date, there have been no experimental measurements of the DIO spectrum with sufficient sensitivity near the endpoint energy, The rate is very low and therefore far more stopped muons than in previous experiments are required to see it. The shape of the spectrum near the endpoint is dominated by phase space considerations that are generally understood but important corrections to account for nuclear effects must also be included.  The veracity of these corrections is untested by experiment. However, a number of theoretical calculations of the DIO spectra of various nuclei have been done over the years, in particular a recent one by Czarnecki, et al. [24] The uncertainty in the rate versus energy near the endpoint is estimated at less than 20%.
[image: :Screen shot 2011-04-07 at 1.47.40 PM   Apr 7.png]
[bookmark: _Ref146708290][bookmark: _Ref161209171][bookmark: _Toc164937031]Figure 3.4. The electron energy spectrum for muon decay-in-orbit in aluminum. The recoiling nucleus results in a small tail (blown up on the right) that extends out to the conversion energy.
Radiative muon capture on the nucleus (−Al Mg) is an intrinsic source of high energy photons that can convert to an electron-positron pair in the stopping target or other surrounding material, producing an electron near the conversion electron energy.  Photons can also convert internally. These internal and external rates, by numerical accident, are approximately equal for the Mu2e stopping target configuration.  Radiative muon capture can produce photons with an endpoint energy close to the conversion electron energy but shifted because of the difference in mass of the initial and final nuclear states.  Ideally, the stopping target is chosen so that the minimum masses of daughter nuclei are all at least a couple of MeV/c2 above the rest mass of the stopping target nucleus, in order to push the RMC photon energy below the conversion electron energy; for aluminum the RMC endpoint energy is 102.4 MeV, about 2.6 MeV below the conversion electron energy. The shape of the photon spectrum and the rate of radiative muon capture are not well known for medium mass nuclei and experiments have not had enough data to observe events near the kinematic endpoint.  The electrons that result from photon conversions cannot exceed the RMC kinematic endpoint for the energy of the radiated photon, so the planned energy resolution of the conversion peak (on the order of 1 MeV FWHM including energy straggling and tracking uncertainties) can render this background negligible. 

Most low-energy muon beams have large pion contaminations.  Pions can produce background when they are captured in the stopping target or surrounding material and produce a high energy photon through radiative pion capture (RPC):


RPC occurs in 2.1% of pion captures for an aluminum target. The kinematic endpoint is near the pion rest mass energy with a broad distribution that peaks at about 110 MeV. If the photon then converts in the stopping material, one sees an electron-positron pair and in the case of an asymmetric conversion, the outgoing electron can be near the conversion energy. In addition, the photon can internally convert: 

and by numerical accident, the internal and external conversion rates are about equal. Thus electrons resulting from photon conversions, both internal and external, can produce background. RPC background can be suppressed with a pulsed proton beam: the search for conversion electrons is delayed until virtually all pions have decayed or annihilated in material. Beam electrons near the conversion energy that scatter in the target, along with the in-flight decay of a muon in the region of the stopping target are other examples of prompt backgrounds.

Cosmic rays (electrons, muons, photons) are a potential source of electrons  near the conversion electron energy.  If such electrons have trajectories that appear to originate in the stopping target they can fake a muon conversion. Identifying an incoming cosmic ray particle can reject these events. Passive shielding and veto counters around the spectrometer help to suppress this background. Note that this background scales with the experiment’s live time rather than with beam intensity.  

Track reconstruction can be affected by other activity in the detector, causing tails in the energy resolution response function that can move low-energy DIO electrons into the signal momentum window. Additional activity in the detector primarily originates from the muon beam, from multiple DIO electrons within a narrow time window, and from muon capture on a target nucleus that results in the emission of photons, neutrons and protons.  The protons ejected from the nucleus following muon capture have a very small kinetic energy and are highly ionizing, so the large pulses they leave behind in tracking chambers can shadow hits from low energy electrons, potentially adding to the likelihood of reconstruction errors.  Ejected neutrons can be captured on hydrogen or other atoms and produce low-energy photons.  Low-momentum electrons can be created in the tracker by photons that undergo Compton scattering, photo-production, or pair production, and by delta-ray emission from electrons and protons. Because of the low mass of the tracker, these electrons can spiral a considerable distance through the detector before they range out, generating a substantial number of in-time hits.  Electron-generated hits caused by neutron-generated photons are the most common and difficult to remove form of background activity.  The rate of background activity scales linearly with beam intensity.  The momentum resolution tails depend roughly linearly on the rate of additional detector activity.  The scaling rates can be controlled through careful design of the detector and reconstruction software, and by using estimates of track reconstruction quality when selecting physics samples.
[bookmark: _Toc165011070][bookmark: _Ref193511841]Previous Muon Conversion Experiments
Lagarrigue and Peyrou first searched for muon to electron conversion in 1952 [11].  Many other searches have been performed since ([12] - [19]). The techniques employed in the most recent experiments are particularly noteworthy and provide important input for more sensitive searches.  

In 1988 a search for muon to electron conversion was performed at TRIUMF [18].  A 73 MeV/c muon beam was stopped in a titanium target at a rate of 106 µ−/sec. A hexagonal time projection chamber located in a uniform 0.9 Tesla axial field was used to measure the energy of electrons. Scintillation counters were used to tag those electron candidates coincident with the arrival of a particle at the stopping target as prompt background. No events were observed with energies consistent with the muon-to-electron conversion hypothesis. However, nine events with momenta exceeding 106 MeV/c were observed.  The source of these events was thought to be cosmic rays, a hypothesis that was later confirmed in a separate experiment that measured the cosmic ray induced background with the beam turned off.  The limit from the TRIUMF search was 4.6  10−12 (90% CL).

The 1993 SINDRUM II experiment, performed at PSI, focused negative muons with a momentum of 88 MeV/c and an intensity of 1.2  107 µ−/sec on a Titanium target [4].  During a 50 day run a total of 3  1013 muons were stopped.  The electron energy was measured with a spectrometer inside a superconducting solenoid with a 1 Tesla field. The spectrometer consisted of several cylindrical detectors surrounding the target on the beam axis. Two drift chambers provided the tracking while scintillation and Cerenkov hodoscopes were used for the timing of the track elements and electron identification. A scintillation beam counter in front of the target helped to recognize prompt background electrons produced by radiative capture of beam pions or beam electrons scattering off the target.  The pion contamination was reduced by a factor of 106 by passing the beam through a thin moderator that reduced the muon flux by 30%. The few surviving pions had very low momenta and a simulation showed that ~ 99.9% of them decayed before reaching the target. Electrons from radiative pion capture in the moderator could reach the target and scatter into the detector solid angle. This background was easily recognized since it was strongly peaked in the forward direction and had a characteristic time correlation with the cyclotron RF.

Figure 3.5 shows electron candidates from the SINDRUM II experiment on Titanium.  The electron spectrum is well described by muon decay-in-orbit.  No events were observed with energies consistent with the muon-to-electron conversion hypothesis resulting in a limit of 6.1  10−13 (90% CL).

[image: Screen shot 2010-12-07 at 4.34.37 PM   Dec 7.png]In 2000 SINDRUM II performed a new search for muon to electron conversion using a 53 MeV/c muon beam and a gold target [19]. During a 75-day live time 4.4  1013 muons were stopped. The results are shown in Figure 3.6. The sample was divided into events occurring in the 10 nsec after the beam pulse (prompt) and the remaining 10 nsec. Forward prompt events have been removed from the top plot where the electron spectrum is well described by muon decays in orbit and there are no events observed in the signal region.  One electron event, thought to be pion induced, was identified at higher energy. This interpretation is consistent with the data shown in the bottom plot of Figure 3.6 that contains only prompt forward events where we would expect an enhancement from the  fast radiative pion capture process.  A final limit on muon to electron conversion in gold was set at 7  10−13 (90%).
[bookmark: _Ref193725300][bookmark: _Ref163904873]Figure 3.5. Electron energy spectrum from the 1993 SINDRUM II experiment using a Titanium target.  Shown are all electrons from the target and the remaining events after suppression of prompt and cosmic ray backgrounds. A GEANT simulation of conversion electrons is superimposed on the data assuming Re = 4  10–12.



[image: Screen shot 2011-03-09 at 10.09.42 PM   Mar 9.png]
[bookmark: _Ref193264739][bookmark: _Toc164937033][bookmark: _Ref193264708]Figure 3.6. Momentum distribution for electrons from the SINDRUM II experiment using a gold target. Forward prompt events have been removed from the top plot while the bottom plot shows only prompt forward events where an enhancement from radiative pion captures would be expected. Note that the conversion energy for gold is 95.6 MeV. 
[bookmark: _Toc165011071][bookmark: _Ref166299809]Overview of Mu2e
  Previous muon to electron conversion experiments have failed to observe events in the signal region, though events at higher energies have been observed that have been attributed to pion background and cosmic rays.  Based on these results there would appear to be considerable room for improvement for an experiment with sufficient muon intensity, momentum resolution and rate capability so long as prompt backgrounds and cosmic rays are controlled.  Mu2e proposes to improve on previous measurements by a factor of approximately 10,000 by deployment of a highly efficient solenoidal muon beam channel and a state-of-the-art detector combined with the power and flexibility of Fermilab’s accelerator complex. The major improvements implemented for Mu2e that make this significant leap in sensitivity possible are discussed below.  The Mu2e apparatus is shown in Figure 3.7.

An integrated array of superconducting solenoids forms a graded magnetic system that includes the Production Solenoid, the Transport Solenoid and the Detector Solenoid.  The Production Solenoid contains the production target that intercepts an 8 GeV kinetic energy, high intensity, pulsed proton beam.  The S-shaped Transport Solenoid transports low energy − from the Production Solenoid to the Detector Solenoid and allows sufficient path length for a large fraction of the pions to decay to muons.  Additionally, the Transport Solenoid attenuates nearly all high energy negatively charged particles, positively charged particles and line-of-sight neutral particles. The upstream section of the Detector Solenoid houses the muon stopping target and has a graded magnetic field.  The graded field increases the acceptance for conversion electrons and plays a key role in rejecting certain backgrounds. The downstream section of the Detector Solenoid has a nearly uniform field (<1% non-uniformity) in the region occupied by the tracker and the calorimeter.  The tracking detector is made from low mass straw tubes oriented transverse to the solenoid axis.  The current Mu2e pattern recognition program is a based on a hit-level Monte Carlo with almost all known sources of accidental activity.  This simulation, the pattern recognition, and the tracking algorithm are under intense and continuing development and numbers quoted in this CDR should be considered a snapshot of an ongoing process. A pattern recognition program has been developed for Mu2e. The track fitting algorithm is a Kalman Filter adapted from BaBar. We have chosen a set of cuts on the Kalman Filter reconstructed variables that will certainly evolve with further study; those cuts are reflected in the resolutions quoted below.  

[bookmark: _Ref161725063][bookmark: _Ref146359048][bookmark: _Toc164937034]The momentum resolution is dominated by fluctuations in the energy lost in the target and proton absorber (Chapter 8), multiple scattering, and bremsstrahlung of the electron in the tracker. Energy loss in material creates the long low-side tail and the tracker resolution plays little role. Current estimates for the resolution are presented in Section 3.5.2. The calorimeter consists of LYSO crystals arranged in four vanes.  All of these components will be discussed in detail later in this report. 

 To increase the sensitivity to muon-to-electron conversion by a factor of 10,000 the intensity of stopped muons will be increased to 1.3  1010 per second. This significant increase in stopped muons is achieved by placing the production target in a graded solenoidal field that varies from 2.5 – 4.6 T. A proton beam enters the Production Solenoid moving in the direction of increasing field strength, opposite the outgoing muon beam direction and away from the detectors. A large fraction of the confined pions decay, producing muons. The graded field steadily increases the pitch of the muons, effectively accelerating them into the lower field of the Transport Solenoid that transports negatively charged muons within the desired momentum range to the stopping target.[footnoteRef:1] The MuSIC R&D effort at Osaka University has recently validated this approach, demonstrating the principle of high muon yields from a target in a superconducting solenoid for the first time [23].  For the Mu2e system, using the QGSP-BERT model of particle production, the resulting efficiency is ~0.0016 stopped muons per incident proton.  [1:  This overall scheme was first suggested by Djilkibaev, Lobashev and collaborators in an earlier proposal called MELC [20]. Proponents of the muon collider have subsequently adopted their ideas for muon collection in graded solenoids [21][22].] 

[image: ::Screen shot 2012-03-29 at 11.29.12 AM   Mar 29.png]
[bookmark: _Ref193519436]Figure 3.7. The proposed Mu2e apparatus. The Cosmic Ray Veto that surrounds the detector Solenoid and absorbers inside the Detector Solenoid are not shown. 
We described the previous best experiment, SINDRUM-II, in Section 3.3. The SINDRUM method of using beam counters to tag and veto prompt backgrounds can no longer be used at the rates required for Mu2e. Those prompt backgrounds are dominated by radiative pion captures (or RPCs, described in Section 3.5.3) in their conversion stopping target.  The relevant timescale was the pion lifetime of 21 nsec.  The PSI beam of SINDRUM and SINDRUM-II was a continuous stream of short beam bursts every 20 nsec. Therefore the timescales are comparable and this process limited the experiment. If we use a pulsed beam with separation large compared to the pion lifetime, one can wait for pions to decay and thereby largely eliminate the radiative pion capture background.  Since the muon lifetime in a stopping target like Al is long (864 nsec) the loss of muons is acceptable if the time between pulses is not much longer than the muon lifetime and one simply waits for the pions to decay. Mu2e will therefore search for conversion electrons between proton pulses during times when the flux of particles in the secondary muon beam is relatively low and after the RPC process has dropped by roughly 1011.  Fermilab provides a nearly perfect ring for such an experiment.  The Fermilab Debuncher, unused in the post-collider era, can be re-purposed. It will supply a single circulating bunch that will be slow-extracted, providing a pulsed beam to Mu2e every cyclotron period of 1695 nsec for 8 GeV protons. This circumference of 1695 nsec is  about twice the muon lifetime in aluminum (so the loss in muons from their decay is acceptable), and the storage and extraction process can be made to have little or no beam between pulses. Figure 3.8 shows the beam structure and the delayed search window.

The muon stopping target will be located in a graded solenoidal field that varies smoothly from 2.0 to 1.0 Tesla.  The active detector will be displaced downstream of the stopping target in a uniform field region.  This configuration increases the acceptance for conversion electrons, suppresses backgrounds, and allows for a reduction of rates in the [image: :Screen shot 2012-03-14 at 3.10.31 PM   Mar 14.png]active detector.
[bookmark: _Ref156367939][bookmark: _Ref146708527][bookmark: _Ref160157642][bookmark: _Toc164937035]Figure 3.8. The Mu2e spill cycle for the proton beam and the delayed search window that allows for the effective elimination of prompt backgrounds when the number of protons between pulses is suppressed to the required level. 
The 105 MeV conversion electrons (along with decay-in-orbit electrons from normal Michel decay) are produced isotropically in the stopping target. The tracker surrounds a central region with no instrumentation: the vast majority of electrons from Michel decay, all but a few parts in 10-16, have radii in the 1 Tesla field that are too small to intercept the tracker and are thus essentially invisible; the few remaining are a source of background we will discuss at length.  Here, a final gradient field in the region of the stopping target and before the tracker plays a critical role.  Conversion electrons, at 105 MeV, emitted at 90  30 with respect to the solenoid axis (pt > 90 MeV/c) are projected forward and pitched by the gradient into helical trajectories with large radii that intercept the tracking detector. Electrons in this range that emerge from the target in the direction opposite the tracking detector (upstream) see an increasing magnetic field that reflects them back towards the detector. In addition to nearly doubling the geometric acceptance for conversion electrons, the graded field helps to reject background by shifting the transverse momentum of electrons passing through it. Conversion electrons within the acceptance of the tracker originate from the stopping target with transverse momenta > 90 MeV/c. The graded magnetic field shifts the transverse momentum of the conversion electrons into the range between 75 - 86 MeV/c by the time they reach the tracker.  Electrons with a total momentum of 105 MeV/c that are generated upstream of the stopping target, at the entrance to the Detector Solenoid, cannot reach the tracking detector with more than 75 MeV/c of transverse momentum because of the effect of the graded field, eliminating many potential sources of background. 

The active detector consists of low mass straw tubes oriented transverse to the Detector Solenoid, a calorimeter constructed from LYSO crystals arranged in 4 vanes and a cosmic ray veto that surrounds the Detector Solenoid (Figure 3.7). The detector is displaced downstream of the stopping target in order to:

· reduce the acceptance for neutrons and photons emitted from the stopping target and to allow space for absorbers to attenuate protons ejected by nuclei as part of the muon capture process in the stopping target.
· provide a region for the aforementioned gradient field to pitch conversion electrons into a region of good acceptance.  This helps to reduce accidental activity in the detector.  Beam particles entering the Detector Solenoid and, as stated, the vast majority of electrons from muon decay-in-orbit (the Michel peak in Figure 3.4) pass undisturbed through the evacuated center of the detector.  The size and gradient of the field, the size of the central evacuated region, and their geometric locations, are therefore jointly designed to maximize acceptance for conversion electrons while also greatly reducing decay-in-orbit background.
· reduce activity in the detector from the remnant muon beam, about half the intensity entering the Detector Solenoid (stopping more of it would require more stopping material, yielding more accidental activity and smearing out the conversion peak because of energy loss straggling). The remnant muon beam enters a specially designed re-entrant absorber (Chapter 8); the beam absorber minimizes albedo that could increase accidental activity in the detectors.  
[bookmark: _Toc165011072][bookmark: _Ref166305584]Background and Sensitivity
[bookmark: _Toc165011073]The known processes that may create backgrounds for muon conversion experiments were discussed in general in Section 3.2. In this section we explicitly estimate the backgrounds expected by Mu2e.  Eliminating potential backgrounds drives many of the design features of the Mu2e detector. We conclude with our current estimate of the experimental sensitivity. 
Muon Decay-in-orbit
Muons that have been captured by a stopping target nucleus can decay-in-orbit (DIO) to an electron and two neutrinos and are a potential source of background. To date there have been no experimental measurements of the DIO spectrum with sufficient sensitivity to measure the part of the spectrum that is important for Mu2e, although the spectrum is calculable to better than 20% near the endpoint. The simulations for Mu2e use the recent calculation of Czarnecki et al. [24]. Integrating this spectrum over the relevant portion near the conversion energy tells us only a few 10–17 of all muon decays could fall into the Mu2e signal region. This size sets a scale for the ultimate sensitivity of the experiment, but the situation is more complicated. The fraction of events that will actually be observed in the signal region depends not only on the DIO spectrum but also on the energy resolution of the spectrometer as well as the mean energy loss and straggling in the detector.  This will tell us where to set the lower edge in energy for our acceptance window. We next examine this in more detail.

The current version of the GEANT4 simulation of Mu2e has background hits from particles produced in the muon stopping process along with delta rays generated as particles propagate through the detector.  Hits are modeled as 100 nsec long with hits overlapping if their time separation is < 100 nsec.  The energy deposit is recorded.  Time division is included with a location-dependent (position along the wire) resolution of approximately 8 cm.  The hits, including background, are then given to a reconstruction algorithm based on the BaBar track software.  The numbers we present for signals and backgrounds in conversion electrons, decay-in-orbit events, and radiative pion captures are based on full reconstruction and cuts are made on reconstructed quantities.  The reconstruction algorithm is still in its infancy and we are actively studying improvements to the algorithm as well as using it to improve the detector design.  While we believe the efficiency will improve by a factor of about two and the background from decay-in-orbit tails will greatly decrease, we present the algorithms and their results as they are today. We have performed a simulation of the experiment with the current resolutions and acceptance described above and the existing fitting algorithm convolved with the Czarnecki et al. spectrum and determined a DIO background of 0.22 ± 0.06 events.  The signal window of 103.5 to 104.7 MeV/c reconstructed momentum was chosen to optimize the crude figure-of-merit of S/√B; a more sophisticated scheme (Mu2e-doc-1821 and 1856) is under development.[footnoteRef:2]   [2:  We have doubled the acceptance to the ultimately expected value for some beam-related backgrounds, since we want to ensure the design for collimators, windows, etc. will sufficiently suppress backgrounds in the best (worst for backgrounds) possible case; an example will be found in Section 3.5.4 on antiprotons.  However, for DIOs we have kept the estimate.  The location of the lower momentum cut depends on the resolution and acceptance and since we think both will improve, we are making the most pessimistic case given our current knowledge.] 


[bookmark: _Ref156365815][bookmark: _Toc164937037] The DIO shape and magnitude must be verified from the data.  The rate observed in the Mu2e data, in both magnitude and shape, will be compared to simulations. The calibration from π+ → e+ νe decays will be used to understand the detector response. The monochromatic electrons from π+ → e+ νe decays will set the absolute calibration and the measured shape of the electron spectrum will be compared with simulations to verify that the resolution is fully understood. Once the resolution is understood it can be used to study the rapidly falling DIO spectrum near the endpoint.  Data taken at different rates can be used to study the effects of accidental hits that might cause catastrophic reconstruction errors.
Effects from energy loss and resolution are not shown in the pure calculation of Figure 3.9, but they can be seen in the full simulation of Figure 3.10, which shows the shape of the DIO spectrum with all known significant effects included, normalized to the expected run. Figure 3.11 gives the corresponding shape of the conversion peak.
[bookmark: _Ref193517922][image: ][image: ]Figure 3.9. Muon decay-in-orbit rate (1/Γ)(dΓ/dE) (normalized to unity) spectrum near the endpoint energy from the fit given in Ref. [25]. Energy is in MeV.

[bookmark: _Ref163905200][bookmark: _Ref193357827][bookmark: _Ref193517952][bookmark: _Toc164937038]Figure 3.10. The DIO momentum spectrum with all known significant effects.  The raw spectrum has been propagated through the simulation and the reconstructed momentum after all current cuts is shown.  The plot is normalized for the experiment, and the momentum window is currently 103.5 to 104.7 MeV/c as shown in Figure 3.11.
[bookmark: _Ref193515888][bookmark: _Ref156367561][bookmark: _Ref162490266]
[image: ]
[bookmark: _Ref193709222]Figure 3.11 The Monte Carlo generated spectrum of conversion electrons in the Mu2e spectrometer after energy loss, straggling and detector resolution.  The dashed lines indicate the cuts used for this CDR. Normalization is arbitrary.
[bookmark: _Toc165011082][bookmark: _Ref193253721][bookmark: _Ref193263749][bookmark: _Ref193263800]Background due to Reconstruction Errors
Now that we have presented the signal and main resolution-related background (DIOs) we have a context for a description of the existing pattern recognition and fitting algorithms.  The other backgrounds depend only weakly on reconstruction algorithms and resolution.  

Activity in the tracker can lead to background in several ways. DIOs can be promoted into the signal region by hits that are obscured by nearby, extra hits that lead to failures of the reconstruction algorithm. Either case may result in the promotion of DIOs into the signal window. Extra hits can be produced by delta rays, Compton electrons, and photo-electrons, which we will refer to collectively as delta rays. Extra hits can also arise from multiple DIO events. When muons are captured, on average about 0.1 protons, two photons, and two neutrons are ejected (Mu2e-doc-1619 and [41]). Protons from muon capture on the stopping target are slow moving, and therefore highly ionizing, and can thus shadow other hits. The resulting large pulses can also result in cross-talk with neighboring straws. Most proton hits are identified and discarded using pulse height information, but hits that overlap in time and space with the protons are lost. Monte Carlo studies show that this shadowing results in <1% hit inefficiency, even on the straws with the highest hit rates. Neutrons can produce photons when they slow down and capture. These photons, as well as those produced in the original capture, can produce low energy electrons that create noise. A typical signal event with the corresponding backgrounds within a 100 ns window around the conversion electron is shown in Figure 3.12. The total tracker occupancy is less than 1%. 
[image: ::Screen shot 2012-05-01 at 9.47.38 AM   May 1.png]
[bookmark: _Ref193183755]Figure 3.12. Display of a single conversion electron event. The top shows just the conversion electron, the bottom includes all the expected backgrounds within ±50 ns of the conversion. 
Mu2e has developed an algorithm to find and reconstruct electron tracks in the presence of backgrounds, using just the tracker information. The track reconstruction uses the straw hit position, time, measured pulse height, and time division along the straws to separate signal hits from background. Clusters of hits produced by delta rays and other low-energy electrons are removed using a dedicated algorithm. Hits consistent in time and space coming from a helix are collected and fit using successively more accurate algorithms, culminating in a Kalman filter fit. Tracks are selected based on their measured parameters and fit quality. The reconstructed momentum resolution with our chosen cuts is shown in Figure 3.13. Details of the track reconstruction are presented in section Tracker chapter of this report, Section 9.4.3. 




[bookmark: _Ref197506483][bookmark: _Ref193338686]Figure 3.13.  Reconstructed track momentum resolutionFigure 3.14. Resolution with cuts used in the text.  A double-sided Gaussian was fit to indicate the size and width of the tails, but the results in this CDR use the reconstructed momentum, not a post-facto smearing.
[image: ::Screen shot 2012-05-01 at 9.53.18 AM   May 1.png]
We have discussed various cuts to minimize background; Figure 3.15 shows the overall acceptance of 5.25%.  The main cuts are:

· Events in the live gate, which leaves 51%.  The live gate begins ~700 ns after the proton pulse and ends when the next proton pulse arrives. This is required to remove pions that can produce radiative pion capture, discussed in Section 3.5.3. Note that in Figure 3.15, the ratio, 0.5839, differs from 0.51. This is due to the bias introduced by the cuts prior to the live gate cut in the Figure. The 51% value represents the unbiased survival fraction after the live gate cut.
· More than twenty straw hits used in the fit (active). 
· The “pitch cut” described elsewhere in the text (“reco pitch in Figure 3.15) is made after the twenty active hit cuts.  One loses about another factor of two in acceptance. The active hit cut strongly selects for events in the pitch range and as a result the pitch cut does not appear to have a large effect in the Figure.  The pitch cut is defined by 0.5 < cos θ = pz/p < .707, or 0.7 < pT/p < 0.9, and we use all these forms of expressing the cut in this CDR depending on context. 
· The cut on momentum window 103.5 MeV/c < p < 104.7 MeV/c.  Note Figure 3.14 shows a long tail at low energy that arises from energy loss in the stopping target and proton absorber.  The window cuts off a significant portion of the tail, cutting ~ 40% of the events in order to minimize the DIO background. Lowering the momentum cut to increase acceptance rapidly increases the DIO background.  Optimization of the proton absorber and stopping target are therefore high priorities for future work.

[image: ]The best acceptance we can expect is about 10% (the product of these factors) and we are currently finding half that, about 5.25%. We expect most of that factor of two (5.25 to 10%) to be made up by a more sophisticated algorithm.  Minimizing the material and consequent signal width arising from energy loss will require careful study of the design and may both increase the acceptance and lower the background by making the signal width smaller. Decreasing the signal width improves the sensitivity by significantly reducing the rapidly falling DIO background as well as most other backgrounds that fall linearly. These studies are underway.
[bookmark: _Ref197507119]Figure 3.14. Reconstructed momentum of conversion electrons and DIO, scaled to the experimental number of stopped muons, assuming a conversion rate of 1 x10-15.
[bookmark: _Ref193265072]Radiative Pion Capture
Radiative Pion Capture (RPC) can produce background through two processes: 

1. −N with a subsequent conversion of the photon in the stopping target. The maximum photon energy is approximately equal to the pion rest energy at about 139.6 MeV, with peak photon energy near 110 MeV [26].
2. The internal conversion process −N e+e−N*


[bookmark: _GoBack][bookmark: _Ref193184128]The two effects are about equal for our stopping target mass and configuration. In either case, an asymmetric conversion of the photon can produce an electron with an energy that is consistent with a muon conversion.  The calculation (before pattern recognition) was performed and cross-checked in two independent studies as described in Mu2e-doc- 1087 and 1364. These calculations were done before the current reconstruction algorithm was written and the acceptance used was about twice as high as that of the current algorithm. We have not reduced the background from the acceptance as calculated at that time in order to be conservative; thus for the purposes of the background calculation, we have assumed the future expected pattern recognition.
[bookmark: _Ref160618515][bookmark: _Toc165011079][bookmark: _Ref152738332][bookmark: _Toc165011074][image: ::Screen shot 2012-03-20 at 9.26.29 AM   Mar 20.png]
[bookmark: _Ref197506540]Figure 3.15. Cuts used in the simulation, applied in order (top panel) and stepwise (reduction from previous step.)
A small fraction of charged pions can traverse the Transport Solenoid and survive to reach the muon stopping target.  The size of the resulting background is driven primarily by the arrival distribution of the pions at the stopping target. The lifetime of a captured pion is much shorter than the 864 nsec captured muon lifetime, so electrons that result from RPC will be detected in coincidence with the arrival time of the pion.  Captured pions originating from the main proton pulse will produce electrons that are peaked in time long before the start of the delayed search window and are a negligible background source.  However, protons that arrive late at the production target can produce pions that arrive late at the muon stopping target and produce electrons that fall into the delayed search window.  The number of late-arriving protons and the arrival time of the resulting pions at the stopping target relative to the search window will ultimately determine the magnitude of the RPC background.

The fraction of stopped pions that radiate a photon is expected to be about the same 2.1% as is measured for Mg [26] and we calculate about 1.0  10–6 pions per incident proton will stop in the Mu2e stopping target.  Based on our simulation, we have chosen a measurement period (thereby waiting for RPCs from the beam pulse to end) and an extinction level of 10–10 (where extinction is defined as the ratio of protons between beam pulses to the protons contained in a beam pulse). Both internal and external conversions are modeled and outgoing electrons tracked and reconstructed in the full simulation. The background from radiative pion capture is then estimated to be 0.03  0.007 events.  The error is estimated by varying pion production models and the opening of the measurement period. There is an important issue: the size of the RPC background comes from two sources:

· pions arising from the late-edge of the main proton beam pulse.  Although these are highly suppressed by the pion lifetime, one must set the opening of the measurement period so that this background is small and the width of the proton pulse is an important part of the simulation.  We have chosen a reasonable model of the proton pulse width.  The chosen opening of the measurement period yielded a negligible background.
· “unextinguished” pions produced by protons not in the beam pulse.  As discussed in Chapter 5 on the Accelerator, these out-of-time protons can arise from sources such as beam gas scattering or RF jitter.  We use methods such as momentum scraping to reduce the out-of-time background.  We also use an external dipole whose field varies with time in such a way as to kick-out protons not in the pulse.  The out-of-time level will be monitored as described in Chapter 5.  For now we have modeled this source of pions as flat in time but more sophisticated models are under development. 

Mu2e will not be forced to rely on estimates of this potentially serious background.  The background from radiative pion capture can be determined from the data collected by Mu2e by taking advantage of its strong time dependence. We will measure the number of energetic electrons as a function of time after the arrival of the proton pulse and have designed the DAQ to handle the rates occurring earlier in the pulse in order to measure this background[27].  Furthermore, we can choose the earliest time (and the consequent rates in the DAQ) such that the number of background events from RPCs are at the current limit from SINDRUM-II, allowing us to create a “blinding box” based on both time and reconstructed momentum. Additionally, RPCs are expected to be one of the primary sources of high-energy electrons above the signal region (103.5–104.7 MeV/c), giving us an interpolation between “below” and “above” the signal region rather than relying on an extrapolation. Furthermore, we can intentionally spoil the extinction in a controlled way, raising the RPC background so it can be measured. Another way to measure the RPC background is to examine positrons above the signal region. The predominant source of such positrons is the RPC process.  We thus have a number of handles, measurable within the data and part of this CDR design, to measure and control this background, which was the limit of the SINDUM-II PSI experiments.  Going beyond these experiments demands the pulsed beam and therefore understanding and minimizing this background is crucial for the success of the experiment.
[bookmark: _Ref193257150]Antiprotons
Antiprotons are a source of background that did not occur in the SINDRUM experiments at lower proton energy. The 8 GeV kinetic energy proton beam can produce antiprotons in sufficient numbers to be a serious background.  Further complicating the situation are: 

· The fact that antiprotons do not decay. Only antiprotons with momenta below ~100 MeV/c can propagate through the Transport Solenoid, restricting the kinetic energy of the antiprotons to be less than ~5 MeV and speeds less than ~0.1c. The antiprotons spiral slowly through the Transport Solenoid; consequently the flux of antiprotons at the entrance to the Detector Solenoid would be nearly constant in time if allowed to arrive at the stopping target unimpeded. Note that the number of antiprotons produced by out-of-time protons is negligible: therefore the extinction system, which removes out-of-time protons, does not help with this background.
· The large acceptance of the solenoidal beam line for the negatively charged antiprotons; they pass easily through the sign-selecting collimator of the curved Transport Solenoid. 
· The high probability to stop and annihilate on nuclei, releasing significant energy and a large number of secondary particles, which can include electrons near the conversion energy at 105 MeV. 

These properties combine to make antiprotons a serious potential source of background. The proton kinetic energy is only slightly above threshold for antiproton production, so the production cross-section is small.  At the same time, since the process has such a small cross section, it is difficult to measure. Consequently the cross sections are not well measured and flux predictions are relatively uncertain.

Most of the antiprotons that enter the Detector Solenoid have very low kinetic energies and almost all will stop in the muon stopping target and then be captured in an atomic orbit around the target nuclei. The antiprotons will quickly annihilate and produce a ~2 GeV shower of secondary particles including pions, kaons, neutrons, protons, electrons, positrons, and gamma rays.  An electron near 105 MeV can be produced directly in the annihilation, through the decay of secondary particles, or through the interaction of secondaries in the stopping target or other nearby material, faking a conversion electron.  For example, on average there are 0.9 – and 1.2 0s produced in each annihilation on an Al nucleus. The 0s decay immediately to photons that can produce 105 MeV electrons by converting to an electron-positron pair. The – can stop in the stopping target and produce 105 MeV electrons in the radiative capture process, as described in Section 3.5.3.

 A simulation combining G4Beamline and MARS was used to estimate the backgrounds from antiprotons; details are given in Ref. [34]. The existing production cross section data have been fitted, as described in Mu2e-doc-1776.

A large simulated sample of antiprotons was produced at the production target using the MARS simulation code, and are tracked to the entrance of the TS. The antiprotons are then tracked through the Production and Transport Solenoids to the Detector Solenoid and muon stopping target using a GEANT4 model that includes interactions with the walls, collimators, etc. Once the distribution of antiprotons stopped in the target is established, the spectrum of secondaries as predicted by another MARS simulation is tracked through the DS using the GEANT-based simulation.

A background conversion electron look-alike is then defined as an electron that passes the following cuts at a plane just upstream of the tracker:

· 103.5 MeV/c < p < 104.7 MeV/c (momentum cut)
· 0.7 < pt / p < 0.9 at the tracker (the pitch cut)
· Electron arrives during the live gate.
· The distance of closest approach of the helical trajectory to the solenoid axis is less than 100 mm, consistent with originating in the stopping target. This cut has little impact since most of the background electrons are in fact produced in the target.

The simulations tell us that if nothing were done to reduce the antiproton flux, then about 1x109 antiprotons would stop in the stopping target for 3.6x1020 protons on the production target, producing a very large number of electrons in the signal window (~20,000). 
Several means of eliminating antiproton background have been considered, including:

· Application of an electrostatic sweeper field in the first transport solenoid collimator. This is a relatively expensive and complicated option.
· Reduction of the incident proton beam energy to reduce the antiproton production cross-section. This is not practical in the Fermilab complex.
· Insertion of absorber material in the beam line. 

 The third approach is the preferred alternative. Because the kinetic energy of the transported antiprotons is low, it is possible to stop them efficiently in a low-Z window that can be thin enough to have little impact on the transported muon beam. We studied various locations for the absorber and determined the best location was the center of the Transport Solenoid (doc-db 2035). A wedge-shaped window ranging from 0.12 mm to 1 mm from the center to the top of the collimator reduces the number of antiprotons stopping in the stopping target to about 1000 for 3.6x1020 protons on the primary target, leading to about 0.02 background events. The presence of the absorber window reduces the rate of muon stops by an acceptable 9%. 

It is also necessary to consider the background from the secondary particles produced by antiproton annihilation in the absorber window. A distribution of secondaries following antiproton capture on the absorber window was generated using MARS. The antiprotons were then transported to the entrance of the last Transport Solenoid collimator. The MARS simulation does not include a model of the magnetic field in the Detector Solenoid, therefore the distribution of secondaries at that point were taken as input to the GEANT simulation package which has a full magnetic field map and realistic geometry in the DS. It was found that the dominant source of background from these secondaries comes from pions stopping in the stopping [image: ]target and undergoing radiative pion capture. The background is 0.08 ± 0.04 events where the error is dominated by the cross-section uncertainty.

Summarizing, our current design predicts the antiproton background from antiprotons annihilating in the window will be 0.08 ± 0.04 events, where the error is dominated by the cross-section uncertainty. The estimated background from the antiprotons that passed through the window and stopped in the stopping target would be 0.02 ± 0.014 electrons, where the error is again dominated by the cross-section uncertainty. The sum of antiproton-induced backgrounds is 0.10 ± 0.05 events. We have assumed the reconstruction efficiency is about twice what we obtained from simulations for DIOs and conversion electrons, since we anticipate large improvements in this efficiency as our track-fitting algorithms are improved, and it seems prudent to design the experiment with that safety margin. We are investigating strategies for measuring this background in situ, such as varying the window thickness in special runs in order to increase (and thereby measure) the antiproton background rate.
[bookmark: _Toc165011075]Radiative Muon Capture
The radiative capture of a muon can also produce electrons near the muon conversion energy.  Radiative Muon Capture (RMC) is the process −Al Mg. Background arises if the photon subsequently converts to an e+e- pair in the stopping target material. Electrons can also be produced through internal conversion of the outgoing photon:−Al e+e−Mg.  As shown in Section 3.5.3, the rates for internal and external photon conversion are about equal for RPCs and the arguments are similar here; hence the external process is explicitly evaluated and then doubled to arrive at the total rate. 

The shape and rate of the RMC process on medium mass nuclei is highly uncertain. The endpoint energy is given by a straightforward calculation:

kmax = mc2 – M – R – B

where the terms are the muon mass, the nuclear mass difference, the recoil energy and the binding energy. The calculated endpoint value is 102.4 MeV for aluminum. Attempts to measure the spectrum near the endpoint have been limited by statistics. Bergbusch et al. [28] measured the fraction of radiative muon capture normalized to ordinary muon capture (R) for photons > 57 MeV to be (1.43 ± 0.15) × 10–5. The spectrum, in the closure approximation discussed in Bergbusch et al., is given by 

[image: ]
where x = E / kmax and α = (N - Z)/A is the neutron excess. A fit of the data using the closure approximation results in a maximum photon energy of kmax = 90.1  1.8 MeV in aluminum.  However, statistics in the measured RMC spectra are limited at high energy so sufficient data does not exist to determine the rate and spectra near the kinematical endpoint at 102.4 MeV; the observed spectra seem to cut off near 90 MeV. The calculations for higher energies vary by factors of two.

Radiative muon capture was the dominant background to the SINDRUM-II search for charge-changing muon conversion to a positron: μ–(Z, A) → e+(Z-2, A) [29].  No events were observed past 95 MeV, so again there are no data to guide us near the kinematical endpoint.

A conservative set of assumptions was used to estimate the radiative muon capture background.  The closure approximation with a kinematic endpoint of 102.4 MeV has been used along with the value of R above for the overall normalization. A Gaussian resolution function for the Mu2e spectrometer with a core σ =200 keV is assumed and integrated 3σ past the endpoint. A simple calculation allows us to estimate the background in the search window (103.5 – 104.7 MeV). Using this conservative set of assumptions the background from radiative muon capture is < 2 × 10–6, completely negligible.

The SINDRUM II data indicate there will be a measurable contribution from RMC in the 80 – 90 MeV energy range. Data from Bergbusch et al. [28], combined with the probability for an asymmetric photon conversion, predicts the rate of electrons from RMC is will decrease from 10–11 per conventional muon capture at 80 MeV to 10–13 at 90 MeV.  This results in a rate of electrons that is similar to the rate of electrons from muon decay-in-orbit in this energy range. 

Since there are no existing RMC data beyond ~90 MeV and the calculations near the endpoint are contradictory, RMC will have to be measured in Mu2e. Examining the behavior of the measured spectrum near the conversion energy can separate the contributions from DIO and RMC.  In particular, studying the positron spectrum in this region can isolate the radiative muon capture contribution, since muon decay-in-orbit events do not produce positrons.
[bookmark: _Toc165011076][bookmark: _Ref193265314][bookmark: _Ref193342504]Pion Decay in Flight
A negative pion with momentum larger than 56.5 MeV/c can decay to an electron with an energy above 103.5 MeV through the decay channel –e– The electron can be mistaken for a conversion electron if:

· It is produced by the decay of an out-of-time pion that arrives during the signal window.
· The fitted track extrapolates back to the stopping target (this cut is not used in the analysis but should be useful for this process). 
· Its pitch, defined as the ratio of longitudinal momentum to total momentum, is in the range 0.7 < pt / p < 0.9 at the tracker. 

An electron can fall into the accepted pitch range as a direct result of the pion decay or as a result of the electron scattering in the stopping target after pion decay.  It is also possible for a pion in this momentum range to produce an electron with an energy near 105 MeV via the two-step   e decay chain, but the probability of this process producing a background electron has been determined to be negligible.

In order to estimate the background from pion decays in flight, a GEANT-based simulation was performed with 2  108 incident protons on the primary target. The pions are tracked down a fully modeled solenoidal beam line with all of the physics interactions turned on, but with pion decays turned off.  Pions arriving at the Detector Solenoid are weighted according to their decay probability; the resultant phase space distributions of pions entering the Detector Solenoid are recorded in a data file. The pions in the data file are then used as input to a second GEANT-based simulation that tracks them from the beginning of the Detector Solenoid, applying the normal pion lifetime of 26.033 ns but forcing 100% of the pions to decay via the  e channel to reduce the computer CPU time required.  The correction for the actual branching ratio for this decay mode (1.23  10-4) is applied later.  A majority of these pions decay as they spiral downstream from the Detector Solenoid entrance to the upstream face of the tracker.  The sum of the weights of events that produce an electron in the signal window (103.5 MeV to 104.7 MeV) and within the allowable pitch range (0.7 to 0.9) is 0.36.  Scaling to 3.6  1020 protons on target and an extinction of 10-10, we obtain





where

· Ne is the number of simulated events in the signal window = 0.36
· NPOT is the total number of protons on target = 3.6  1020
· Np is the number of simulated protons on target = 2  108
·  is the extinction factor = 10-10
· T  is the tracking efficiency after the pitch cut = 0.35 (consistent with 0.10 used elsewhere, here we have a larger number because some cuts, such as the pitch cut,  have already been made on this data sample. Again this efficiency is higher than current efficiencies by about a factor of two to account for expected future improvements in track reconstruction efficiencies).

Based on this study, the background from pion decays in flight is negligible. 

Several features distinguish pion decays in-flight from other sources of high-energy electrons. The number of events near the conversion energy increases rapidly at smaller pitch angles (small pt/p). For helical pitch in the range 0.6<pt/p< 0.9, the background increases by a factor of about six compared to the pitch range from 0.7 to 0.9 used to identify conversion electrons. This distinctive forward distribution, along with a distinctive energy distribution, will allow this background to be separated from other backgrounds, such as radiative pion capture and muon decays in-orbit where the electrons are produced more nearly isotropically at the stopping target. The large flux of incoming pions before the measurement period will provide information about the spectrum of electrons from in-flight pion decays. We can also study pion decay-in-flight by intentionally spoiling the extinction (for example by turning off the momentum scraping or AC-dipole extinction devices) to increase the pion rate by orders-of-magnitude.
[bookmark: _Toc165011077]Muon Decay in Flight
A negative muon with momentum larger than 76.7 MeV/c can decay to an electron with energy above 103.5 MeV through normal muon decay-in-flight. The electron can be mistaken for a conversion electron if:

· It is produced by a muon that arrives during the measurement period and decays in the vicinity of the stopping target.
· Its pitch, defined as the ratio of longitudinal momentum to total momentum, is in the range 0.5 < pz / p < 0.71 at the tracker, or in terms of the transverse momentum, 0.7 < pt / p < 0.9.

An electron can fall into the accepted pitch range as a direct result of a muon decay or as a result of scattering of the electron in the stopping target following a muon decay. 

A GEANT-based simulation with a fully modeled solenoidal beam line was used to estimate the background from muon decays in flight.  6  109 protons incident on the production target were used to generate an ensemble of muons as they enter the central collimator of the Transport Solenoid. In order to achieve the necessary statistics in the simulation with a reasonable amount of computer CPU time, each muon was launched and tracked 10 times from the entrance of the central collimator in the TS, each time with a different set of initial pseudorandom number seeds.  This method is valid because the probability of decay for one of these high-momentum muons is small (less than 10% on average). To further improve the statistics, all muons were forced to decay to electrons with the maximum possible rest frame energy, 52.8 MeV; these were the most likely to produce an electron near 105 MeV when boosted to the lab frame and led to another factor of ten improvement in computing efficiency. The resulting number of background events due to out-of-time muons, assuming an extinction of 10-10, is estimated at 0.003 ± 0.001, which is negligible.

There can also be background due to in-flight muons produced during the main proton bunch arriving during the live gate, which would require the muon to take a very long time to traverse the solenoidal beam line. To determine the number of background events in one simulation step from inflight muons decays, due to muons produced in the primary proton pulse, would involve simulating a huge number of muons and is not practical. Instead, the numbers of decay electrons per proton near 105 MeV were determined for two separate cuts, after a time cut t > 700 ns, and after a pitch cut 0.5 <pz/p < 0.71. These are relatively independent cuts and when multiplied together lead us to conclude that the estimated background from inflight muons produced by the primary proton pulse is negligible.

Background from muon decays in flight can be distinguished from other sources of high-energy electrons by the steeply falling energy distribution and a forward-peaked momentum distribution (small pt/p). Spoiling the extinction will greatly increase the numbers of inflight muons during the measurement period for detailed study. The remarks of Section 3.5.6 on using the difference between the muon and pion lifetimes to separate their contributions apply here as well.
[bookmark: _Toc165011078]Beam Electrons
Electrons produced in the Production and Transport Solenoids are a potential source of background.  These beam electrons can be produced in the production target, primarily through 0 production followed by conversion of the decay photons.  They can also be produced by decays or interactions of beam particles such as antiprotons anywhere upstream of the muon stopping target.

The collimators in the Transport Solenoid are designed to suppress the transport of particles with momenta above 100 MeV/c. Moreover, the magnetic field in the upstream section of the Detector Solenoid is graded, which shifts the pitch of electrons originating in the beamline to lie outside of the acceptable range for conversion electrons (The acceptable range for conversion electrons is 45° < θ < 60°, or equivalently 0.7 < pt /p < 0.9), provided the electron does not scatter in the stopping target. The magnetic field varies uniformly from 2 T at the Detector Solenoid entrance to 1 T near the upstream face of the tracker. As a result of this gradient, a beam electron that enters the Detector Solenoid cannot have a helical pitch larger than 45 degrees relative to the solenoid axis when it arrives at the tracker. The transverse component of the momentum in a uniform gradient is proportional to the square root of the magnetic field where
[image: ]
[image: ]and B0 is the field at the entrance to the Detector Solenoid.  In the worst case, pt = p for an electron at the entrance to the DS. When this worst-case electron arrives at the upstream face of the tracker, its pitch angle is reduced to a maximum angle given by

therefore the pitch angle ) for these electrons is smaller than 45.

The muon stopping target is located in a magnetic field of about 1.5 T approximately midway between the Detector Solenoid entrance and the front face of the tracker. Conversion electrons emitted from the stopping target at angles 900 < < 1200 wind up with pitch angles in the range 450 < < 600 at the tracker. By applying the standard pitch cut in the latter range, we effectively eliminate the beam electron background.  The exception is if a beam electron scatters through a sufficiently large angle in the target or at the first crossing of the tracker.  The probability for such a large scatter is quite small. A G4Beamline simulation (Mu2e-doc-2121) determined the beam electron background is 4.1 × 10-3, negligibly small. 

The distribution of background from beam electrons is characterized by the energy distribution of these events, which is falling very steeply with energy due to the beam acceptance, and by their small transverse momenta. This is different from the transverse momentum distribution of electrons from muon decay-in-orbit and radiative pion capture, which are more nearly isotropically distributed at the target. The energy distribution is also very different for electrons from radiative pion capture, which have an energy distribution that peaks at around 110 MeV and a maximum energy around 140 MeV.  Beam electrons will also have a very different time distribution than electrons from muon decay-in-orbit. The distribution in time of the DIO background will follow the lifetime of the muon, while the out-of-time electrons will follow the time distribution of out-of-time protons, since high energy electrons move quite quickly down the beam line (< 75 ns). While the time distribution of out-of-time electrons cannot be measured on a pulse-by-pulse basis, the average time distribution will be measured using the data from the extinction measurement system monitoring the time distribution of out-of-time protons striking the target.
[bookmark: _Ref164872912][bookmark: _Toc165011080]Long Transit Time Backgrounds
Long transit time backgrounds arise from particles produced in association with the primary proton pulse that take a long time to transit the beam line to the Detector Solenoid.  If the transit time is long enough, the particle can arrive at the Detector Solenoid during the search window (live gate) that starts ~700 ns after the peak of the proton pulse arrives at the production target. Two sources of background from late arriving particles have already been described: the background induced by antiprotons (Section 3.5.4) and from late-arriving pions (Section 3.5.6). The antiproton background calculation is feasible because the number of antiprotons produced over the life of the experiment is relatively small and the problem can again be factorized into two independent pieces: the annihilation probability and the probability that annihilation products produced at the point of annihilation cause background. The late-arriving pion background is suppressed by delaying the measurement period for a sufficient duration after the arrival of the proton pulse until nearly all pions have decayed. The calculation is relatively straightforward, since large numbers of pions can be tracked down the beamline without decays and then weighted according to their decay probability.  Backgrounds from other processes with long transit times are often more difficult to calculate, because large suppression factors cannot be calculated independently and then multiplied together to give an overall suppression factor.  Backgrounds from late arrivals that can only be studied by simulating all processes starting at the production target and tracking particles through the muon beamline require generating up to 1018 protons on target, which is well beyond the available CPU capacity.

A number of potential sources of late-arriving backgrounds have been identified.  The potentially largest of these backgrounds results from late-arriving muons with momenta above 76 MeV/c that can decay to electrons with energies in excess of 103 MeV. This channel was discussed previously in the section dealing with background from in-flight muon decays. Here, we examine in detail mechanisms that could cause a high-momentum muon associated with the proton pulse to be delayed sufficiently to arrive at the DS during the measurement period. Late-arriving muons can result from pion decays in areas with a relatively uniform field.  If the muon is produced with a small longitudinal momentum in a uniform field region, it can take a very long time to progress down the beamline toward the muon stopping target.  If the muon eventually decays in the Transport Solenoid to an energetic electron and the electron subsequently scatters in the stopping target or if the muon decays in the vicinity of the stopping target, the electron can be mistaken for a conversion electron.

Eliminating all uniform fields along the solenoidal beam path will greatly suppress late arriving backgrounds. It is for this reason that all straight sections in the Transport Solenoid have negative gradients and is one of the reasons for the negative gradient in the Production Solenoid as well. The interaction between the radial field component and the transverse component of the particle momentum leads to a net average longitudinal force on the particle that causes a steady increase in pitch (decrease in pt / p). The gradient in essence “pushes” the particles downstream. This significantly decreases the maximum time that a muon can spend in a straight section.  For a 76 MeV/c muon the worst case delay is less than 50 nsec.  The field gradient requirement can be relaxed in the toroidal sections of the Transport Solenoid. There the field varies as 1/r, where r is the distance from the toroid center of curvature. The radial gradient causes the spiraling particles to drift vertically. Particles with a small pitch progress slowly through the toroid and drift to the cryostat wall or to collimators where they are absorbed.  It is not possible to avoid local regions of positive gradient due to the field matching requirements in the transition regions where the straight sections meet the toroidal sections of the Transport Solenoid.  Simulations indicate that these localize positive gradients are acceptable so long as the field components and variations meet requirements that are readily achievable, as described in the specifications for the Transport Solenoid.

The level of long transit time backgrounds has been estimated using the field specifications for the Mu2e solenoids.  We first determined the maximum possible transit time in each of the straight and curved sections of the Transport Solenoid. All possible decay modes of  e, e and e have been considered and scattering in collimators and targets were included. The presence of negative field gradients limits the backgrounds from late arriving charged particles to a negligible level (with the noted exception of background from antiprotons and radiative pion capture, treated elsewhere). An estimate of the background from neutral kaon decays was made, and found to be negligible. Examination of background from late arriving neutrons produced in the primary proton target and bouncing down the beam line to the Detector Solenoid is underway; initial estimates are that this is a negligible background source as well.
[bookmark: _Ref162969039][bookmark: _Ref162969178][bookmark: _Toc165011081]Cosmic Ray Induced Backgrounds
Background induced by cosmic rays has been observed in previous experiments and is a potentially limiting background [18]; cosmic rays must therefore be vetoed using detectors that cover a large portion of the solid angle around the Detector Solenoid. These detectors must perform with high efficiency despite a hostile environment that includes a large flux of neutrons emanating from the muon stopping target, muon beam stop, and the production target.  Note that the cosmic ray background scales with live running time rather than muon intensity. 

Cosmic rays can induce background through a number of mechanisms, including

· Muon decay in the Detector Solenoid.
· Muon interactions in the stopping target, proton absorber (Chapter 8), tracker, or other nearby material that produces electrons.
· Muons that enter the Detector Solenoid, scatter in the stopping target and are misidentified as electrons.

To understand the potential background from cosmic ray muons we used a GEANT4 based simulation [35]. The CRY code written by Lawrence Livermore National Laboratory [36] and a package written by the Daya Bay collaboration were both used to generate cosmic rays at the earth’s surface and the results were compared for consistency.  The two codes agreed to within 20%.  The Daya Bay code was chosen to produce the incident cosmic ray muons and their energy, position and angular distributions were passed to the GEANT4 detector simulation package.  The GEANT4 model included the detector hall with its earth and concrete overburden, a description of the solenoids and their magnetic fields, collimators, absorbers, the iron yoke surrounding the Detector Solenoid, the tracker, and the calorimeter.  The track-finding and fitting code described earlier had not yet been implemented in the GEANT4 model, so track candidates were fit using an earlier version of that code using a fast simulation package (FastSim) and a Kalman filter package modified for Mu2e [37].  The results should not change significantly with the more advanced package; in fact, that version had about twice the track-finding efficiency since various sources of accidentals were not included.  We keep the old numbers to be conservative.  

We generated 1120 million cosmic-ray muon events.  The simulation included all relevant muon decay and secondary particle production mechanisms.  Charged particles that produce a minimum number of hits in the tracker were passed to FastSim.  Normal track quality cuts were applied and no calorimeter requirement was imposed.  A total of 35 candidate events with momenta between 80–120 MeV passed the track finding requirements.  Of these, roughly 75% were from delta-ray production, with the balance from photon pair production, muon decay and Compton scattering.  Nine were muons and three were positrons, which we assume can be eliminated by simple tracker cuts. Seven of the tracks either had additional tracks or were produced in the tracker and rejected, leaving 14 events that passed all cuts.  One of the surviving events is shown in Figure 3.16. Assuming a signal window of 103.5 to 104.7 MeV/c and scaling this result to the total live time of the experiment, we find an upper limit of ~390 events at 90% CL (set by examining statistical and modeling errors) without a Cosmic Ray Veto (Mu2e-doc-944 and 1312, adjusted for later changes to the momentum window.)

The requirements for the Cosmic Ray Veto have been developed to limit the cosmic ray background to about 0.05 events.  This requirement, combined with the simulation described above, set the efficiency requirements for the Cosmic Ray Veto. An overall inefficiency of ~0.01% is necessary to meet this requirement using the above 90% CL limit. Chapter 11 describes a Cosmic Ray Veto detector that meets this requirement.

Future simulations will include increased statistics and the real track-finding code and will map out the efficiency requirements as a function of location along the Detector Solenoid. 

The cosmic ray background rate can be accurately measured when the beam is not being delivered.  A direct measurement of the cosmic ray background will be performed as soon as the tracker and Detector Solenoid are in place and operating. 

[image: ]
[bookmark: _Ref160186416][bookmark: _Ref193353021][bookmark: _Toc164937039][bookmark: _Toc165011083]Figure 3.16. Monte Carlo cosmic ray muon induced background event.  The muon enters the solenoid (not shown) at the top left, enters the target region (outlined in white), where it knocks off a 100 MeV electron that spirals into the tracker and enters the calorimeter.  The frame of the tracker and outline of the calorimeter are shown in white.  Colored lines within the tracker frame represent straws that register hits.  The color of the straws indicates the time at which they were hit.
Sensitivity and Background Summary
The background estimates from this Chapter are summarized in Table 3.1. Mu2e’s simulation capabilities are rapidly increasing in detail and sophistication and background estimates will continue to be evaluated as capabilities improve. In particular, the background from reconstruction errors in the tracker will be studied in detail and the results will refine future estimates. The current estimate is 0.45 background events so a considerable margin exists before the sensitivity of the experiment would be degraded.
[bookmark: _Ref146962317][bookmark: _Toc165011084]Expected Sensitivity
The expected single-event sensitivity for a three-year run is 5.6  10−17 as set out in Table 3.2. We assume a three-year run with an average beam power of 8 kW. This corresponds to two batches of 4  1012 protons from the booster every 1.33 seconds. A year is assumed to consist of 2  107 seconds of running. An additional year is assumed for calibration runs, cosmic ray veto studies and special runs, for a total running time of 4 years.
[bookmark: _Ref146768798][bookmark: _Toc165011085]Summary of Physics Requirements
The following physics requirements must be met in order to reject backgrounds to the required level and achieve the sensitivity set out in Table 3.2:

· Suppression of prompt backgrounds from beam electrons, muon decay in flight, pion decay in flight and radiative pion capture requires a pulsed beam where the ratio of beam between pulses to the beam contained in a pulse is less than 10–10.  This ratio is defined as the beam extinction.
· To suppress backgrounds from muon decays in orbit, the width of the conversion electron peak, including energy loss and resolution effects, should be on the order of 1 MeV FWHM or better with no significant high energy tails.
· To suppress backgrounds from beam electrons the field in the upstream section of the Detector Solenoid must be graded. The graded field also increases the acceptance for conversion electrons.
· Suppression of backgrounds from cosmic rays requires a veto surrounding the detector. The cosmic ray veto should be nearly hermetic on the top and sides in the region of the collimator at the entrance to the Detector Solenoid, the muon stopping target, tracker, and calorimeter. The overall efficiency of the cosmic ray veto should be 0.9999 or better.
· Suppression of long transit time backgrounds places requirements on the magnetic field in the straight sections of the Transport Solenoid. The field gradient in the three TS straight sections must be continuously negative and relatively uniform.
· A thin window is required to absorb antiprotons.
· The capacity to take data outside of the search window time interval must exist.
· The capacity to collect calibration electrons from +   e+ is required [39].



















	Background 
	Background Estimate
	Error Estimate
	Reference
	Justification

	Muon decay-in-orbit
	0.22
	± 0.06
	2085
	Acceptance and energy loss modeling, spectrum calculation; reconstruction algorithm

	Cosmic Rays
	0.05
	± 0.013
	CDR
	Statistics of sample

	Radiative Pion Capture
	0.03
	± 0.007
	2085
	Acceptance and energy loss modeling

	Pion decay In-Flight
	0.003
	± 0.0015
	2085
	Cross-section, acceptance and modeling

	Muon decay In-Flight
	0.01
	± 0.003
	2085
	Cross-section, acceptance and modeling

	Antiproton Induced
	0.10
	± 0.05
	2121
	Cross-section, acceptance and modeling

	Beam electrons
	0.0006
	± 0.0003
	2085
	Cross-section and acceptance (this is an upper limit)

	Radiative muon capture
	< 2 x 10-6
	–
	1230
	Calculation

	Total
	0.41
	± 0.08
	2085
	Add in quadrature


[bookmark: _Ref164237998][bookmark: _Toc164937061]Table 3.1. Summary of background estimates and errors.  Mu2e-doc-2085 is a more detailed summary with references.

	Parameter
	Value

	Running time @ 2  107 s/yr. 
	3 years

	Protons on target per year
	1.2 x 1020

	– stops in stopping target per proton on target
	0.0016

	– capture probability
	0.609

	Fraction of muon captures in live time window
	0.51

	Electron Trigger, Selection, and Fitting Efficiency in Live Window
	0.10 

	Single-event sensitivity with Current Algorithms
	5.6  10–17

	Goal
	2.4  10–17


[bookmark: _Ref146359151][bookmark: _Ref193337860][bookmark: _Toc164937062][bookmark: _Ref193337842]Table 3.2. The expected sensitivities for a three year run. The numbers for the ‘current algorithms’ reflect results using the preliminary track recognition package, while the ‘Goal’ is the result when the anticipated level of efficiency for track recognition has been achieved. The preliminary package has met the interim goal of 50% of the eventual expected reconstruction efficiency.
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